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 Introduction











A lot of people are talking about
“superintelligent AI” these days. But what are they talking about?
Indeed, what is “intelligence” in the first place? I think this is
a timely question, as it is generally left unanswered, even
unasked, in discussions about the peril and promise of artificial
intelligence, which tends to make these discussions more confusing
than enlightening. More clarity and skepticism about this term
“intelligence” is desperately needed. Hence this book.

Contemporary debates about
“intelligence explosions” and “singularities” tend to get confused
because a simple word is being used to refer to something highly
complex, something that is in fact many different things. The
simple word is, of course, “intelligence”. Strong claims are often
made about it without definition or qualification – “A sufficiently
high level of intelligence could solve all our problems! Or it
could destroy the world!”

This sure sounds like a
substantive and urgent claim. Yet how is “intelligence” defined in this context. Is it “the ability to
solve problems”? If so, all that is being said above is that a
sufficiently great ability to solve problems could solve all our
problems – or destroy the world, should that be the problem of
choice. This is pretty much just a tautology.






What I wish to do in this
book is to look deeper into the concept of “intelligence”, and to
question common assumptions about the phenomenon, or rather
phenomena, that
we refer to with the word “intelligence”. Based on such an
examination, I will proceed to criticize some of the views and
ideas commonly discussed in relation to the future of artificial
intelligence.


 1. What Is
Intelligence?











Discussions about
intelligence are often rather confused. For example, writers on the
subject will often acknowledge that intelligence has been defined
in many different ways, but then still proceed to refer to
intelligence as though it were a single, well-defined thing, and to
ponder questions like “is IQ a good
measure of intelligence?” – a question
whose answer obviously depends on which definition of
“intelligence” we adopt.

This is an all too common
mistake: we tend to talk about intelligence as though it were
well-defined, and as though it were some kind of substance – a
substance that examinations such as IQ tests may or may not be able
to measure. This mistake is even found in academic discussions of
so-called “theories” of intelligence (e.g. “theory of multiple
intelligences”, “triarchic theory of intelligence”, “primary mental
abilities”, etc.), which at first glance can seem like different,
mutually disagreeing theories about the same underlying phenomenon
– “intelligence” – rather than what they in fact are: different
ways of defining “intelligence”.

There is no clear, widely agreed-upon
definition of “intelligence”, and our failure to realize this is
the cause of much confusion. If we are to think clearly and have
meaningful discussions about “intelligence”, we must clarify what
we mean by this term.






Origin and Common Use of
the Term

The origin of the word
“intelligence” can be traced back to the Latin verb
intelligere, which means
“to understand”, and the associated noun intellectus, “understanding”. This
is an interesting fact, since the term “intelligence”, as we use it
today, usually refers to something related to, yet still distinct
from, understanding. Understanding is something we can often easily
gain as we acquire new information, and hence something we can
improve rapidly, whereas the term “intelligence” tends to refer to
something that is more rigid, at least in humans, and not something
that we can easily increase as we gain new information.
Intelligence, as we use the word most of the time, is rather
talent for acquiring understanding. And yet our
everyday use of the word “intelligence” is a bit more specific
still, since “understanding” can be very broad, in that we can
understand a great variety of things and phenomena in the world,
from non-Euclidian geometry to the minds of other individuals, and
we do not seem to describe an aptitude for understanding the
perspective of others with the word “intelligence” as readily as we
do a talent for understanding non-Euclidean geometry. Both are,
however, talents for equally valid, and immensely useful, forms of
understanding, which reveals just how fuzzy our everyday conception
and use of “intelligence” in fact is, and further underscores the
need for making clear exactly what we mean by this term.
“A talent for acquiring understanding, but
especially some poorly demarcated forms of
understanding” is not a good definition to
base a discussion on.






A Clear Definition of a
Relevant Ability

Below I shall define the ability that
I find the most relevant to discuss in relation to “intelligence”,
especially as it relates to contemporary discussions about the
future of artificial intelligence. Whether this ability corresponds
to what we mean by the term “intelligence” most of the time is not
the point. The point is rather that this is an ability that is
important to reflect on and get a clearer understanding of, not
least because it is the ability that we should, and do, care the
most about.

The ability is
the ability to achieve goals, which is actually not an uncommon definition of
“intelligence” (see e.g. Legg & Hutter, 2007). The reason we
should care about this ability ought to be apparent: to the extent
we care about anything and have any preferences and goals in this
world, it is clear that we should then also want the ability to
achieve these goals. The ability to achieve one’s goals is the
ability that every goal-oriented system wants, by definition. This
is the supreme relevance of the ability to achieve goals, and the
reason I shall here focus on this ability rather than other notions
of intelligence.

Hence, for the sake of clarity, I now
ditch the confusing “intelligence” word. The ability to achieve
goals is what we really care about, and what we should like to
delve deeper into.


2. Goal Achieving – Its
Distributed and Many-Faceted Nature











Having sharpened our focus toward the
ability to achieve goals, it is worth starting out with a simple,
yet crucial observation about goals, namely that goals can be about
a wide variety of things, many of which do not remotely correspond
to our usual notion of intelligence. For example, one may have the
goal of shooting three balls through a hoop in three attempts, and
then succeed in doing so. Few of us would say that this is a prime
example of “intelligence” in any usual sense, although such an
ability surely does satisfy the definition above.

This provides a glimpse of how
strongly goal-achieving ability diverges from our common notion of
intelligence. Indeed, there are many ways in which these two are
different. As mentioned earlier, what we commonly consider
“intelligence”, a talent for acquiring (certain forms of)
understanding, is not something that tends to increase rapidly in
us humans. Yet the same is clearly not true of our ability to
achieve goals. The acquisition of a new tool – say, a hammer or a
mathematical formula – can suddenly enable us to solve a large set
of otherwise unsolvable problems. The history of human civilization
and our capacity for goal achievement has to a great extent been
the history of the development and construction of such
tools.

It is these many tools, tools of a
sort that can both be characterized as “hardware”, such as hammers
and trucks, and “software”, such as ideas and social skills, that,
when put together, enable us to accomplish the wide variety of
goals we have. Thus, when it comes to goal-achieving ability, talk
of a single thing called “intelligence” is extremely
misleading.






Many Mental
Abilities

What we usually identify as
intelligence, a talent for gaining certain forms of understanding,
conforms to the same basic model: it is also the product of a
conglomerate of cognitive tools, or modules. One subset of tools
recognizes objects, another recognizes emotions, some process
language, while others inhibit and plan actions. In isolation,
these tools are useless. Yet together they make us quite
capable.

IQ measures the abilities of many of
our cognitive tools quite well, but it is by no means an exhaustive
measure. For even when we focus only on cognitive abilities, far
more than mere IQ is required in order for us to accomplish our
goals. For instance, one can have the highest IQ imaginable, yet
without the limbically-powered drive and motivation to take action
in the first place, one is not going to take any steps toward one’s
goals. Scientists like Isaac Newton and Albert Einstein not only
had extremely high IQs, but also an obsessive passion for physics,
and this passion was just as necessary for their great
accomplishments as were their mathematical skills.

IQ is already a measure of many
skills, and goal achievement requires more cognitive skills than
those measured well by IQ tests, such as self-control, the
executive control of fine and gross motor skills, social skills,
etc. More than that, it also requires innumerable hours of training
and coordinating these skills, as the cases of Newton and Einstein
perfectly illustrate.






Many Non-Mental
Abilities

The examples of tools
mentioned above are all mental ones, yet our naturally evolved
tools are by no means mental only. For although it is true to say
that what makes humans special is our big brain, this is still far
from being the whole truth. We also have unique fine motor hands, upright bipedal
walk, and highly versatile vocal cords, all of which are
indispensable for our ability to achieve goals. If all of humanity
were to instantly lose just one of these features – say, our hands
– we would be impressively incapable, and quite possibly unable to
recover. Yet we tend not to realize the importance of these tools
because almost all of us have them in flawlessly working form,
which make them appear unexceptional and, by fallacious extension,
like they are not absolutely crucial for our ability to accomplish
goals.






Many
Individuals

So what makes humans
especially capable of achieving goals is not just big, capable
brains, but big capable brains placed
in extremely versatile, capable bodies.
And yet even this is still hopelessly far from being the whole
story. Further required is many
capable brains placed in many capable bodies. We tend not to
realize that we as individuals are much like neurons in a brain:
laughably incapable on our own.

As individuals, we can accomplish
virtually nothing on our own, indeed we can barely even survive. It
is only by virtue of being many individuals, and many individuals
who are organized in certain ways, that we are able to survive and
accomplish things beyond that. No individual, no matter how
brilliant, could ever, say, build a laptop from scratch on their
own, one reason being that traveling thousands of kilometers to
obtain the right materials, not to mention processing these
minerals – which requires tools to be invented and built, which
themselves require tools to be invented and built, etc. – would
simply be too time consuming.

Accomplishing a goal like building a
laptop requires countless specialized processes, insights, and
tools – the whole host of tools that humanity has accumulated over
the course of history: advanced language, mathematical knowledge,
developed infrastructure, innumerable kinds of machines, etc. It
requires organized cooperation of countless individuals to make all
these things happen, and this is what constitutes “human
intelligence”, or more precisely, what makes us able to achieve so
many goals: the widely distributed and specialized nature of our
goal achievement.






Confusing Myriad,
Distributed Tools for Something Singular

What seems to have happened in many
discussions about the risks of artificial intelligence is that this
highly distributed process of goal achievement – humanity’s
enormous collective toolbox of instruments and know-how – has been
confused for something singular, “intelligence”, which is found in
brains, and which is able to create more of itself, by virtue of
itself.

But this is far detached
from the reality of the basis of our ability to achieve goals and
the way in which this ability has increased over time. Over the
course of history, humanity has increased its ability to achieve an
ever-increasing range of goals by virtue of ever more
multifaceted, ever
more specialized and distributed efforts. Specialized tools and know-how have paved the way
for ever more specialized tools and know-how, which have worked,
and continues to work, together in a web that collectively can accomplish an ever
wider range of goals. The basis of our goal-achieving ability has
grown ever more diverse and ever less singular over time. And there
is no good reason to suppose that it will, or indeed could, be
otherwise. Effective problem solving requires specialized tools,
and this is as true for fixing a house as it is for solving
mathematical problems.






Capabilities due to
Distribution and Specialization: A Consistent Pattern

The same conclusion seems unavoidable
when we look at the deeper history of organized systems. Cells went
from being relatively homogeneous structures to being little
factories with specialized centers, organelles, which allowed these
more complex cells, the eukaryotic cells, to accomplish a greater
variety of tasks. Multicellular lifeforms eventually underwent a
similar change, as what was originally a blob of the same type of
cell evolved to become a specialized society of many different
kinds of cells. The human body, for instance, contains more than
200 different kinds of cells that each perform specialized
functions.

This pattern is also found
in the brain, which is a system of cells organized in specialized
modules that have developed gradually over the course of evolution.
There never was a “the transition” to “human level
intelligence” due to the evolution of some new golden module, but
rather an ever-increasing set of useful modules, such as Broca’s
area, Brodmann area 12, and many other parts of the prefrontal
cortex. In combination, these modules have constituted – or rather,
constituted a part of – a gradually more competent goal achiever.

But of course, again, this goal
achiever, the human individual, is really not at all that competent
if kept in isolation. What makes humans capable of accomplishing
more than just eating and grunting is other people – more
precisely, many other people who know a lot. It is only at the
supra-individual level that our ability to accomplish the goals in
which we take any pride becomes possible. And the pattern of
increased specialization has repeated itself on this
supra-individual level too, indeed far more visibly and elaborately
than seen so far in any other realm. Human individuals have
gradually organized themselves in a new grand anatomy of
interconnected organs – governments, businesses, universities, etc.
– and it is by virtue of the complicated interplay of these that we
accomplish what we do.






The “Intelligence
Explosion”

At every level we look, we
find that increases in goal-achieving ability have been the result
of increased specialization, the “division of labor” in a broad
sense, which has continually produced a growing palette of
specialized tools. And it is this entire
palette that has been, and still is today,
improving itself, not any single part of it in
isolation.

This is a simple point, yet it is
nonetheless widely missed in contemporary discussions about
“superintelligence” and “intelligence explosions”, in which we tend
to speak as though it were otherwise – as though a single bright
human individual were such a singular super part capable of
advancing technology in isolation. British statistician I. J. Good
made this mistake as clearly as anyone in the following famous
quote:






Let an ultraintelligent
machine be defined as a machine that can far surpass all the
intellectual activities of any man however clever. Since the design
of machines is one of these intellectual activities, an
ultraintelligent machine could design even better machines; there
would then unquestionably be an “intelligence explosion,” and the
intelligence of man would be left far behind … Thus the first
ultraintelligent machine is the last invention that man need ever
make … (Good, 1965, p. 33)






First, even if we grant
that the design of machines is one of the intellectual activities
of “any man”, this still leaves the matter of construction wholly
unaddressed. And the construction of machines clearly does
not lie even remotely
within the capabilities of any one person alone, but is the product
of the labor of countless people and machines cooperating across
large amounts of time and space, a complex process that requires
much more than just “intellectual activities” alone.

But we have, of course,
already granted far too much above. For the truth is that the
design of advanced functional machines is not among the “intellectual
activities” of any one person either. Not even close. At best, what
any one person can do is be a very small
part of such a design process.






“But what about super-genius John von Neumann? Didn’t he
pretty much single-handedly design the modern
computer?”

No. John von Neumann provided a very
rough blueprint for how to make a computer in his ‘First Draft of a
Report on the EDVAC’, a blueprint that was mostly abstract in
nature, and which was also heavily inspired by the work of others.
What von Neumann did was just the beginning of a design process –
or rather another early step that built upon many earlier steps
made by Leibniz, Babbage, Turing, and many more. And after that
step, an actual functional design was still a lot of experimental
tinkering away.

Moreover, von Neumann obviously did
not design the many hardware parts that were needed to realize the
design he sketched out. And when we factor in the extensive process
behind the design of these many parts, a process that involved the
ideas and tinkerings of countless individuals, we begin to see just
how small a part von Neumann actually played in the design of the
early computers he helped built, not to mention modern computers,
which have improved and changed as the result of innumerable ideas
and inventions that have emerged since von Neumann’s
days.

The idea of an “intelligence
explosion” – i.e. a capability explosion – as proposed by I. J.
Good above, namely an explosion that results from a single, highly
“intellectually able” machine that then takes off on its own, seems
out of touch with the actual basis of goal-achieving abilities.
Again, any advanced ability to achieve goals we know of is the
product of an elaborate toolkit – the more advanced the
goal-achieving ability, the bigger and more diverse this toolkit is
– and in order to increase these abilities, one needs to put
innumerable diverse tools together in the right ways.

This isn’t to say that a capability
explosion is impossible. Indeed, I would argue that such an
explosion is already taking place right now, in that we are making
ourselves increasingly more capable at a rapid pace. Yet the
history of the evolution of the ability to achieve goals strongly
suggests that increases in this ability only emerge as the result
of many gradual improvements of many different parts of the
existing goal-achieving system – many different parts of cells,
bodies, brains, and societies – and not as the result of a single
super-invention.






“But that has been the pattern so far. Why should we believe
that this pattern of gradual, distributed improvement will apply
the moment we have a super-invention such as an intelligent
machine?”

Because we have no reason to believe
that it would not. Again, the goal-accomplishing ability of our
human-machine civilization is the product of the vast set of
skills, tools, and know-how that is distributed across countless
humans and machines that work together in complex ways, and adding
a super-capable individual component to this vast system would not
change this.

To restate the point made
above: when we look at history, what we consistently observe is
that, as goal-achieving systems have grown more competent, they
have grown ever more dependent on an ever larger, ever more distributed system. We have no
reason to suppose that this trend will reverse, especially when we
are talking about machines that – unlike, say, a human zygote –
depend on materials, tools, and know-how distributed widely across
the globe for their construction and maintenance.






“But couldn’t such a machine just discover, invent, and
construct new things on the spot, for instance by means of
nanotechnology, and thereby take off on its own, independently of
the existing system in place?”

So the question is: is
there a plausible scenario in which a machine – de novo, presumably without even the
crudest of hardware tools to begin with – invents and constructs
new tools more capable than the tools of our entire human-machine
civilization, and not only that, but also does it “on the spot”,
i.e. locally? This seems extremely unlikely.

For without the crudest of hardware
tools to begin with, how should more advanced ones be developed?
The problem is, again, that the building of such tools is not a
mere intellectual pursuit. Tools, whether nanotechnological or not,
are to a large extent built experimentally – by trial and error –
not purely deductively. And such a trial-and-error process not only
requires sophisticated hardware in place already, but also requires
significant amounts of time, which alone would seem to preclude the
most radical take-off scenarios. More than that, it also takes
enormous amounts of energy, and acquiring such energy requires much
energy and ingenuity in the first place, a degree of ingenuity that
seems forced to break the boundaries of physical law if the energy
is to be harvested locally, independently of the larger
technosystem that is human-machine civilization.

To reiterate one of the
main points so far, there really is no short road from a stone
hammer to a laptop, and the path between the two is not a matter of
single tools successively replacing each other, but rather, again,
a myriad of tools playing together to build more sophisticated
ones, after which these new tools then join the grander collection
of tools – they are not “super-tools” or “super-capable” on their
own. At most, the collective set
of tools may be said to approach such a
status.

This implies that trying to take off
and increase one’s capabilities “on one’s own” merely amounts to
trying to make things a lot harder, if not impossible, for oneself.
It is to refuse to exploit the hard-won insights and capabilities
already gained, and to instead insist on creating the many existing
tools, or their analogs, from scratch. And even if it were possible
to do such a thing locally, and to do so before the sun burns out,
why not choose to do it by taking the far more efficient, and
evidently feasible, path of cooperating with, and building upon,
the quite capable system already in place?

Given how time and resource demanding
it is to dig things up from the ground, transport them around, and
mold them into useful things in a gradual manner, it is clear that
there is a strong incentive to do away with all of this distributed
business and instead produce the same result locally. The fact that
our entire world economy has not managed to move in this direction,
but indeed moved strongly in the opposite direction, toward an ever
more non-local and specialized distribution of tools, should make
us skeptical that the future economy will suddenly move in this
concentrated direction at a rapid pace.

And even if such a move toward an
ever-more concentrated center of capability were to occur, such a
move would still only seem possible, if possible at all, as the
result of an enormous amount of advanced tools and knowledge that
are resource demanding to acquire, and which themselves require
many advanced tools and knowledge to be acquired in the first place
(which themselves require many advanced tools and knowledge to be
acquired, etc.). There simply is no way of separating “advanced”
and “capable” from “distributed” and “many-faceted”.

The advantage that computers have over
humans is that they have virtually perfect memory and that they can
download information – i.e. learn knowledge already gained – in
virtually no time. Yet “discovering, inventing, and constructing
new things” requires more than merely learning the knowledge
already gained by others. It requires novel exploration: trying
things out to see how they work. And it is not clear that computers
have much of an advantage in this realm. For although a computer
may run advanced simulations that greatly optimize the design and
construction of some new kind of hardware, there is still a long
way from running such a simulation to having a piece of working
hardware of any kind. Again, in order to build things, one must,
among other things, also have sophisticated hardware and large
amounts of energy and materials to build it with.

There is a great asymmetry between
learning knowledge already acquired and discovering new knowledge.
It took the greatest efforts of a Newton to discover the
(classical) laws of motion, while any high school student can learn
them in an afternoon. The ability of computers to quickly learn all
of human knowledge is akin to such afternoon high-school learning.
This is not to say that such learning cannot eventually lead to
great new discoveries – it sure can – but making such discoveries
requires more than merely downloading stored
information.

One must, among other
things, also have data, and that requires the tedious business of
building things – telescopes, microscopes, scanners, and detectors
of many other kinds – which returns us to the necessity of a large
number of tools when trying to expand one’s knowledge and
capabilities. It returns us to the inability of computers – indeed
of any single component of our human-machine civilization – to do
much of anything in the real world alone.






Individual and Collective
Goal-Achieving Ability

In his book
Superintelligence, Nick
Bostrom defines different kinds of intelligence, among them the
following two:

Collective
Superintelligence:

A system composed of a
large number of smaller intellects such that the system’s overall
performance across many very general domains vastly outstrips that
of any current cognitive system. (Bostrom, 2014, p. 54)

Quality Superintelligence:

A system that is at least
as fast as a human mind and vastly qualitatively smarter.
(Bostrom, 2014, p.
56)

A crucial omission of Bostrom’s,
however, is his failure to acknowledge the deeply interrelated
nature of collective and individual goal-achieving
abilities.

Instead of focusing on
Bostrom’s definitions of quality and collective superintelligence,
which seem restricted to cognitive ability, I will here focus on
the broader parallel concepts of individual and collective goal-achieving
ability, where “collective goal-achieving
ability” refers to the goal-achieving ability of a system that
consists of individual parts that themselves have goal-achieving
abilities. By focusing on these things, we will also cover
Bostrom’s terms, since goal-achieving ability encompasses cognitive
abilities in particular, as well as many things that go beyond
that.

The crucial point to
realize about collective goal-achieving ability and individual
goal-achieving ability is that they are inextricably connected.
Collective goal-achieving ability, as defined above, is the sum of
the goal-achieving abilities of the components, i.e. the individual
goal-achieving ability of the parts of the collective. So the
collective goal-achieving ability of a system is not merely closely
connected to the goal-achieving abilities of its components – it
is the product of
them.

Similarly, the goal-achieving ability
of any such individual part of a larger collective depends entirely
upon the abilities of that collective as a whole. For instance,
without a human society to provide us with food, shelter, and
education, none of us would be able to achieve much of anything
beyond survival, if we could even accomplish that. Individual
goal-achieving ability is a function of collective goal-achieving
ability.

As an individual, I can achieve the
goal of taking an airplane to Spain and writing emails on my
computer, but these are abilities I possess entirely by virtue of
the collective that has produced airplanes, computers, and the
Internet. The same story is true of our knowledge, since virtually
everything we know is fed to us by the collective. We are truly
standing on the shoulders of billions.

And this is as true of any
computer as it is of any human individual. In fact, it is
more true of computers,
because if all humans were gone tomorrow while all our computers
were left intact, the computers would not be able to accomplish
much in terms of progress. The reverse would not be (quite as)
true.

It is only by virtue of combining and
coordinating our individual goal-achieving abilities that we have
been able to increase them. The goal-achieving ability of
individuals in isolation is almost non-existent. Individual
goal-achieving ability is a function of the goal-achieving
abilities of others. This is true on all levels. In cells,
organelles can only do what they do because other organelles do
their tasks sufficiently well. In bodies, organs can only do what
they do because other organs do what they do. In societies,
individuals can only do what they do because other individuals do
their thing.






Cognitive Abilities as a
Counterexample?

One may think that
cognitive abilities constitute a counterexample to my claim about
the distributed basis of goal-achieving abilities, since cognitive
abilities are multi-purposed rather than specialized. Yet this is
not the case. Cognitive abilities are mostly quite specialized –
e.g. movement detection, object recognition, action initiation,
etc. If one puts enough different cognitive modules together in
certain ways, as in the human mind, then this collective society of modules sure
can accomplish a broad array of tasks. Yet this very much amounts
to goal-achieving abilities with a highly dispersed and specialized
basis.

The untruth of the myth of
the multi-purposed nature of cognitive abilities does not end here,
however. For while it is true that the many cognitive abilities
that we humans have can aid us in accomplishing many things, they
are by no means sufficient. Again, advanced goal-achieving
abilities, including abilities to build new tools, require
many tools, and our
cognitive abilities are just a subset of these tools. Advanced
hardware, materials, and energy must all be acquired if any
advanced goal is to be achieved. Cognitive ability is merely a
necessary, not a sufficient, ingredient in the complicated and
resource demanding process of building advanced tools and
accomplishing goals.

Indeed, what we consider
to be individual cognitive abilities and accomplishments are often
the product of deeper processes that involve much more than mere
cognitive abilities. For instance, our knowledge about the world
around us is not merely the product of cognitive abilities. It is
also the product of experiments and observations performed with
tools that took centuries of engineering efforts to be built, not
to mention all our non-brain body parts. Yet this knowledge now
frequently parades as a triumph of the human intellect alone, as
opposed to a collaborative effort of the head and the hand (and legs, and vocal
cords, and our finely tuned detectors – eyes, ears, nose,
etc.), and all
the external tools we have that enable us to do
anything.

A similar point applies to language, a
collaborative invention that has been refined over thousands of
years by countless individuals through social trial and error. The
invention of language lies far beyond the capabilities of any
single human individual, since no single individual has sufficient
time nor knowledge to invent language on their own.

 “Human intelligence” is often
compared to “chimpanzee intelligence” in a manner that presents the
former as being so much more awesome than, and different from, the
latter. Yet, in many respects, this is not the case. If we look at
individuals in isolation, a human is hardly that much more capable
than a chimpanzee. They are both equally unable to read and write
on their own, not to mention building computers or flying to the
moon. And this is also true if we compare a tribe of, say, thirty
humans with a tribe of thirty chimpanzees. Such two tribes rule the
Earth about equally little.

What really separates
humans from chimpanzees is that humans have a much greater capacity
for accumulating information, especially through language. And it
is this – more
precisely, millions of individuals cooperating with this, in itself
humble ability – that enables humans to accomplish the things we
erroneously identify with individual abilities: communicating with
language, doing mathematics, uncovering physical laws, building
things, etc. It is essentially this you can do with a human that
you cannot do with a chimpanzee: train them to contribute modestly
to society. To become a well-connected neuron in the collective
human brain. Without the knowledge and tools of previous
generations, humans are largely indistinguishable from
chimpanzees.

Speaking as though the
human brain alone can be credited with our triumphs in engineering,
science, language, etc. – as we so often
do – is rather like downloading all of
human knowledge to a USB key and then crediting USB keys as the
sole key in finding all this knowledge (after all, they undoubtedly
have played some role). In other words, it is rather misleading. These
accomplishments were the result of many complex processes, and it
is only thanks to these many preceding processes that the resulting
fruits can now readily be downloaded, metaphorically or literally.
Again, building advanced machines and doing advanced science
is not among the
abilities that any isolated human individual possesses. Rather, it
is one of the abilities that millions of humans, given enough time
and the right organization and accumulated technology, might
eventually acquire.






In sum, one must have a great variety
of tools in order to have great capabilities. In our case, the way
we accomplish things is by virtue of the abilities of the larger
system we are part of. Individuals are competent because of
knowledge and skills they have been taught by, and can only
meaningfully use in, the collective system. And, as I have argued
in this chapter and shall argue further in the following one, we
have no good reason to think that this pattern will change for new
cognitively advanced systems that emerge in our system.


3. When Machines Improve
Machines











The term “Artificial General
Intelligence” (AGI) refers to a machine that can perform any task
at least as well as any human. This is often considered the holy
grail of artificial intelligence research, and also the thing that
many consider likely to give rise to an “intelligence explosion”,
the reason being that machines then will be able to take over the
design of smarter machines, and hence their further development
will no longer be held back by the slowness of humans. Luke
Muehlhauser and Anna Salamon express the idea in the following
way:






Once human programmers
build an AI with a better-than-human capacity for AI design, the
instrumental goal for self-improvement may motivate a positive
feedback loop of self-enhancement. Now when the machine
intelligence improves itself, it improves the intelligence that
does the improving. (Muehlhauser &
Salamon, 2012, p. 13)






This seems like a radical shift, yet
is it really? As author and software engineer Ramez Naam has
pointed out (Naam, 2010), not quite, since we already use our
latest technology to improve on itself and build the next
generation of technology. As I argued in the previous chapter, the
way new tools are built and improved is by means of an enormous
conglomerate of tools, and newly developed tools merely become an
addition to this existing set of tools. In Naam’s words:






[A] common assertion is that the
advent of greater-than-human intelligence will herald The
Singularity. These super intelligences will be able to advance
science and technology faster than unaugmented humans can. They’ll
be able to understand things that baseline humans can’t. And
perhaps most importantly, they’ll be able to use their superior
intellectual powers to improve on themselves, leading to an upward
spiral of self improvement with faster and faster cycles each
time.

In reality, we already have
greater-than-human intelligences. They’re all around us. And
indeed, they drive forward the frontiers of science and technology
in ways that unaugmented individual humans can’t.

These superhuman intelligences are the
distributed intelligences formed of humans, collaborating with one
another, often via electronic means, and almost invariably with
support from software systems and vast online repositories of
knowledge. (Naam, 2010)






The design and construction of new
machines is not the product of human ingenuity alone, but of a
large system of advanced tools in which human ingenuity is just one
component, albeit a component that plays many roles. And these
roles, it must be emphasized, go way beyond mere software
engineering – they include everything from finding ways to drill
and transport oil more effectively, to coordinating sales and
business agreements across countless industries.

Moreover, as Naam hints, superhuman
intellectual abilities already play a crucial role in this design
process. For example, computer programs make illustrations and
calculations that no human could possibly make, and these have
become indispensable components in the design of new tools in
virtually all technological domains. In this way, superhuman
intellectual abilities are already a significant part of the
process of building superhuman intellectual abilities. This has led
to continued growth, yet hardly an intelligence
explosion.

Naam gives a specific example of an
existing self-improving “superintelligence” (a “super” goal
achiever, that is), namely Intel:






Intel employs giant teams
of humans and computers to design the next generation of its
microprocessors. Faster chips mean that the computers it uses in
the design become more powerful. More powerful computers mean that
Intel can do more sophisticated simulations, that its CAD (computer
aided design) software can take more of the burden off of the many
hundreds of humans working on each chip design, and so on. There’s
a direct feedback loop between Intel’s output and its own
capabilities. …

Self-improving superintelligences have
changed our lives tremendously, of course. But they don’t seem to
have spiraled into a hard takeoff towards “singularity”. On a
percentage basis, Google’s growth in revenue, in employees, and in
servers have all slowed over time. It’s still a rapidly growing
company, but that growth rate is slowly decelerating, not
accelerating. The same is true of Intel and of the bulk of tech
companies that have achieved a reasonable size. Larger typically
means slower growing.

My point here is that neither
superintelligence nor the ability to improve or augment oneself
always lead to runaway growth. Positive feedback loops are a
tremendously powerful force, but in nature (and here I’m liberally
including corporate structures and the worldwide market economy in
general as part of ‘nature’) negative feedback loops come into play
as well, and tend to put brakes on growth. (Naam, 2010)






I quote Naam at length here because he
makes this important point well, and because he is an expert with
experience in the pursuit of using technology to make better
technology. In addition to Naam’s point about Intel and other
companies that improve themselves, I would add that although these
are enormous competent collectives, they still only constitute a
tiny part of the larger collective system that is the world economy
that they contribute modestly to, and which they are entirely
dependent upon.






“The”
AI?

The discussion above hints
at a deeper problem in the scenario Muelhauser and Salamon lay out,
namely the idea that we will build an AI that will be a game-changer.
This idea seems widespread in modern discussions about both risks
and opportunities of AI. Yet why should this be the case? Why
should the most powerful software competences we develop in the
future be concentrated into anything remotely like a unitary
system?

The human mind is unitary
and trapped inside a single skull for evolutionary reasons. The
only way additional cognitive competences could be added was by
lumping them onto the existing core in gradual steps. But why
should the extended “mind” of software that we build to expand our
capabilities be bound in such a manner? In terms of the current and
past trends of the development of this “mind”, it only seems to be
developing in the opposite direction: toward diversity, not unity.
The pattern of distributed specialization mentioned in the previous
chapter is repeating itself in this area as well. What we see is
many diverse systems used by many diverse systems in a complex
interplay to create ever more, increasingly diverse systems. We do
not appear to be headed toward any singular super-powerful system,
but instead toward an increasingly powerful society of systems (Kelly,
2010).






Greater Than Individual or
Collective Human Abilities?

This also hints at another way in
which our speaking of “intelligent machines” is somewhat deceptive
and arbitrary. For why talk about the point at which these machines
become as capable as human individuals rather than, say, an entire
human society? After all, it is not at the level of individuals
that accomplishments such as machine building occurs, but rather at
the level of the entire economy. If we talked about the latter, it
would be clear to us, I think, that the capabilities that are
relevant for the accomplishment of any real-world goal are many and
incredibly diverse, and that they are much more than just
intellectual: they also require mechanical abilities and a vast
array of materials.

If we talked about “the moment” when
machines can do everything a society can, we would hardly be
tempted to think of these machines as being singular in kind.
Instead, we would probably think of them as a society of sorts, one
that must evolve and adapt gradually. And I see no reason why we
should not think about the emergence of “intelligent machines” with
abilities that surpass human intellectual abilities in the same
way.

After all, this is exactly
what we see today: we gradually build new machines – both software
and hardware – that can do things better than human individuals,
but these are different machines
that do different
things better than humans. Again, there is
no trend toward the building of disproportionally powerful, unitary
machines. Yes, we do see some algorithms that are impressively
general in nature, but their generality and capabilities still pale
in comparison to the generality and the capabilities of our larger
collective of ever more diverse tools (as is also true of
individual humans).

Relatedly, the idea of
a “moment” or “event” at which machines
surpass human abilities is deeply problematic in the first place.
It ignores the many-faceted nature of the capabilities to be
surpassed, both in the case of human individuals and human
societies, and, by extension, the gradual nature of the surpassing
of these abilities. Machines have been better than humans at many
tasks for several decades, yet we continue to speak as though there
will be something like a “from-nothing-to-everything” moment – e.g.
“once human programmers build an AI with a better-than-human
capacity for AI design”. Again, this is not congruous with the way
in which we actually develop software: we already have software
that is superhuman in many regards, and this software already plays
a large role in the collective system that builds smarter
machines.






A Familiar
Dynamic

It has always been the
latest, most advanced tools that, in
combination with the already existing set of
tools, have collaborated to build the
latest, most advanced tools. The expected “machines building
machines” revolution is therefore not as revolutionary as it seems
at first sight. The “once machines can program AI better than
humans” argument seems to assume that human software engineers are
the sole bottleneck of progress in the building of more competent
machines, yet this is not the case. But even if it were, and if we
suddenly had a thousand times as many people working to create
better software, other bottlenecks would quickly emerge –
materials, hardware production, energy, etc. All of these things,
indeed the whole host of tasks that maintain and grow our economy,
are crucial for the building of more capable machines. Essentially,
we are returned to the task of advancing our entire economy,
something that pretty much all humans and machines are
participating in already, knowingly or not, willingly or
not.

By themselves, the latest, most
advanced tools do not do much. A CAD program alone is not going to
build much, and the same holds true of the entire software
industry. In spite of all its impressive feats, it is still just
another cog in a much grander machinery.

Indeed, to say that
software alone can lead to an “intelligence explosion” – i.e. a
capability explosion – is akin to saying that a neuron can hold a
conversation. Such statements express a fundamental
misunderstanding of the level at which these accomplishments are
made. The software industry, like any software program in
particular, relies on the larger economy in order to produce
progress of any kind, and the only way it can do so is by
becoming part of – i.e. working with and contributing to – this grander system
that is the entire economy. Again, individual goal-achieving
ability is a function of the abilities of the collective. And it is
here, in the entire economy, that the greatest goal-achieving
ability is found, or rather distributed.

The question concerning
whether “intelligence” can explode is therefore essentially: can
the economy explode? To which we can answer that rapid increases in
the growth rate of the world economy certainly have occurred in the
past, and some argue that this is likely to happen again in the
future (Hanson 1998/2000, 2016). However, there are reasons to be
skeptical of such a future growth explosion (Murphy, 2011; Modis,
2012; Gordon, 2016; 
Caplan, 2016; Vinding, 2017b; Cowen
& Southwood, 2019).






“Intelligence Though!” – A Bad Argument

A type of argument often made in
discussions about the future of AI is that we can just never know
what a “superintelligent machine” could do. “It” might be able to
do virtually anything we can think of, and much more than that,
given “its” vastly greater “intelligence”.

The problem with this argument is that
it again rests on a vague notion of “intelligence” that this
machine “has a lot of”. For what exactly is this “stuff” it has a
lot of? Goal-achieving ability? If so, then, as we saw in the
previous chapter, “intelligence” requires an enormous array of
tools and tricks that entails much more than mere software. It
cannot be condensed into anything we can identify as a single
machine.

Claims of the sort that a
“superintelligent machine” could just do this or that complex task
are extremely vague, since the nature of this “superintelligent
machine” is not accounted for, and neither are the plausible means
by which “it” will accomplish the extraordinarily difficult –
perhaps even impossible – task in question. Yet such claims are
generally taken quite seriously nonetheless, the reason being that
the vague notion of “intelligence” that they rest upon is taken
seriously in the first place. This, I have tried to argue, is the
cardinal mistake.

We cannot let a term like
“superintelligence” provide a carte blanche to make extraordinary
claims or assumptions without a bare minimum of justification. I
think Bostrom’s book Superintelligence is an example of
this. Bostrom worries about a rapid “intelligence explosion”
initiated by “an AI” throughout the book, yet offers very little in
terms of arguments for why we should believe that such a rapid
explosion is plausible (Hanson, 2014), not to mention
what exactly it is that
is supposed to explode (Hanson, 2010; 2011a).






No Singular Thing, No
Grand Control Problem

The problem is that we
talk about “intelligence” as though it were a singular thing; or,
in the words of brain and AI researcher Jeff Hawkins, as though it
were “some sort of magic sauce” (Hawkins, 2015). This is also what
gives rise to the idea that “intelligence” can explode, because one
of the things that this “intelligence” can do, if you have enough
of it, is to produce more “intelligence”, which can in turn
produce even more “intelligence”.

This stands in stark contrast to the
view that “intelligence” – whether we talk about cognitive
abilities in particular or goal-achieving abilities in general – is
anything but singular in nature, but rather the product of
countless clever tricks and hacks built by a long process of
testing and learning. On this latter view, there is no single
master problem to crack for increasing “intelligence”, but rather
just many new tricks and hacks we can discover. And finding these
is essentially what we have always been doing in science and
engineering.

Robin Hanson makes a similar point in
relation to his skepticism of a “blank-slate AI mind-design”
intelligence explosion:






Sure if there were a super mind theory
that allowed vast mental efficiency gains all at once, but there
isn’t. Minds are vast complex structures full of parts that depend
intricately on each other, much like the citizens of a city. Minds,
like cities, best improve gradually, because you just never know
enough to manage a vast redesign of something with such complex
inter-dependent adaptations. (Hanson, 2010)






Rather than a concentrated center of
capability that faces a grand control problem, what we see is a
development of tools and abilities that are distributed throughout
the larger economy. And we “control” – i.e. specify the function of
– these tools, including software programs, gradually as we make
them and put them to use in practice. The design of the larger
system is thus the result of our solutions to many, comparatively
small “control problems”. I see no compelling reason to believe
that the design of the future will be any different.


 4.
Consciousness – Orthogonal or Crucial?











A question often considered open,
sometimes even irrelevant, when it comes to “AGIs” and
“superintelligences” is whether such entities would be conscious.
Here is Nick Bostrom expressing such a sentiment:






By a "superintelligence" we mean an
intellect that is much smarter than the best human brains in
practically every field, including scientific creativity, general
wisdom and social skills. This definition leaves open how the
superintelligence is implemented: it could be a digital computer,
an ensemble of networked computers, cultured cortical tissue or
what have you. It also leaves open whether the superintelligence is
conscious and has subjective experiences. (Bostrom, 2012,
“Definition of ‘superintelligence’”)






This is false, however. On no
meaningful definition of “more capable than the best human brains
in practically every field, including scientific creativity,
general wisdom, and social skills” can the question of
consciousness be considered irrelevant. This is like defining a
“superintelligence” as an entity “smarter” than any human, and to
then claim that this definition leaves open whether such an entity
can read natural language or perform mathematical calculations.
Consciousness is integral to virtually everything we do and excel
at, and thus if an entity is not conscious, it cannot possibly
outperform the best humans “in practically every field”. Especially
not in “scientific creativity, general wisdom, and social skills”.
Let us look at these three in turn.






Social Skills

Good social skills depend
on an ability to understand others. And in order to understand
other people, we have to simulate what it
is like to be them. Fortunately, this
comes quite naturally to most of us. We know what it is like to
consciously experience emotions such as sadness, fear, and joy
directly, and this enables us to understand where people are coming
from when they report and act on these emotions.

Consider the following
example: without knowing anything about a stranger you observe on
the street, you can roughly know how that person would feel and
react if they suddenly, by the snap of a finger, had no clothes on
right there on the street. Embarrassment, distress, wanting to
cover up and get away from the situation are almost certain to be
the reaction of any randomly selected person. We know this, not
because we have read about it, but because of our immediate
simulations of the minds of others – one of the main things our big
brains evolved to do. This is what enables us to understand the
minds of other people, and hence without running this
conscious simulation of
the minds of others, one will have no chance of gaining good social
skills and interpersonal understanding.

“But couldn’t a computer just simulate people’s brains and
then understand them without being conscious? Is the consciousness
bit really relevant here?”

Yes, consciousness
is relevant. At the very
least, it is relevant for
us. Consider, for instance, the job of a
therapist, or indeed the “job” of any person who attempts to listen
to another person in a deep conversation. When we tell someone
about our own state or situation, it matters deeply to us that the
listener actually understands what we are saying. A
listener who merely pretends to feel and understand would be no
good. Indeed, this would be worse than no good, as such a
“listener” would then essentially be lying and deceiving in a most
insensitive way, in every sense of the word.

Frustrated Human:
“Do you actually know the feeling I’m talking about
here? Do you even know the difference between joy and hopeless
despair?”

Unconscious liar:
“Yes.”

Whether someone is
actually feeling us when we tell them something matters to us,
especially when it comes to our willingness to share our
perspectives, and hence it matters for “social skills”. An
unconscious entity cannot have better social skills than “the best
human brains” because it would lack the very essence of social
skills: truly feeling and understanding others. Without a conscious mind
there is no way to understand what it is like to have such a
mind.






General Wisdom

Given how relevant social skills are
for general wisdom, and given the relevance of consciousness for
social skills, the claim that consciousness is irrelevant to
general wisdom should already stand in serious doubt at this
point.

Yet rather than restricting our focus
to “general wisdom”, let us consider ethics in its entirety, which,
broadly construed at least, includes any relevant sense of “general
wisdom”. For in order to reason about ethics, one must be able to
consider and evaluate questions like the following:

Can certain forms of
suffering be outweighed by a certain amount of
happiness?

Does the nature of the
experience of suffering in some sense demand that reducing
suffering is given greater moral priority than increasing happiness
(for the already happy)?

Can realist normative
claims be made on the basis of the properties of such
experiences?

One has to be conscious to
answer such questions. That is, one must know what such experiences
are like in order to understand their experiential properties and
significance. Knowing what terms like “suffering” and “happiness”
refer to – i.e. knowing what the actual
experiences of suffering and happiness are
like – is as crucial to ethics as numbers are to
mathematics.

The same point holds true about other
areas of philosophy that bear on wisdom, such as the philosophy of
mind: without knowing what it is like to have a conscious mind, one
cannot contribute to the discussion about what it is like to have
one and what the nature of consciousness is. Indeed, an unconscious
entity has no idea about what the issue is even about in the first
place.

So both in ethics and in the
philosophy of mind, an unconscious entity would be less than
clueless about the deep questions at hand. If an entity not only
fails to surpass humans in this area, but fails to even have the
slightest clue about what we are talking about, it hardly surpasses
the best human brains in practically every field. After all, these
questions are also relevant to many other fields, ranging from
questions in psychology to questions concerning the core
foundations of knowledge.

Experiencing and reasoning about
consciousness is a most essential part of “human abilities”, and
hence an entity that cannot do this cannot be claimed to surpass
humans in the most important, much less all, human
abilities.






Scientific
Creativity

The third and final
ability mentioned above that an unconscious entity can supposedly
surpass humans in is scientific creativity. Yet scientific
creativity must relate to all
fields of knowledge, including the science of the
conscious mind itself. This is also a part of the natural world,
and a most relevant one at that.

Experiencing and accurately reporting
what a given state of consciousness is like is essential for the
science of mind, yet an unconscious entity obviously cannot do such
a thing, as there is no experience it can report from. It cannot
display any scientific creativity, or even produce mere
observations, in this most important science. Again, the most it
can do is produce lies – the very anti-matter of
science.


 5. A Brief Note on
Goals











The in some circles widely accepted
idea that it is possible to control the goals and actions of a
“superintelligent agent” with great precision strikes me as deeply
suspect. For, assuming that we will be able to program an entity to
have complex goals, why should such an entity preserve these
goals?






Unable to
Reflect?

More specifically, one issue I have is
that such an agent presumably would have the ability to represent
its own goals to itself, and also possess an advanced capacity to
question and evaluate the things it can represent to itself. So why
would it not have the ability to question and evaluate its own
goals? After all, this is a crucial part of the cognitive
capabilities of humans: we can hold “objects” of all sorts in our
minds – everything from triangles to emotions, and even our own
goals – and then question and evaluate the properties and value of
these things. And this ability does seem instrumental to our
abilities. When we do science, for instance, we constantly
reconsider, not just our worldview, but also our goals themselves.
For example, a new discovery can mean that we should now aspire to
build a detector of type Y rather than X because this makes more
sense given that discovery.

One might object that we are here
merely talking about changing sub-goals, not the ultimate goal of
an agent. Yet why should we believe that an advanced capacity to
change sub-goals does not enable an agent to change “ultimate
goals” as well? We humans, for instance – the most commonly cited
example of a “general intelligence” – have certain fundamental
goals “programmed into us” (e.g. to survive and to have sex), yet
our general ability to consider and evaluate things in the world
also enables us to consider the value of these goals and to choose
against them. Should a superintelligent agent be less capable in
this regard?

If so, this would be an
important way in which this agent’s abilities are seriously limited
compared to those of humans. Essentially, to say that an agent is
unable to reflect upon and change its ultimate goal is to say that
it is unable to be a philosopher, unable to do philosophy. And if one cannot do
this, what else is one unable to do? How limited will one’s limits
be?






Competing AI
Drives?

Stephen Omohundro
(Omohundro, 2008) argues that a chess-playing robot with the
supreme goal of playing good chess would attempt to acquire
resources to increase its own power and work to preserve its own
goal of playing good chess. Yet in order to achieve such complex
sub-goals, and to even realize that they might be helpful with
respect to achieving the ultimate goal, this robot will need access
to, and be built to exercise advanced control over, an
enormous host of
intellectual tools and faculties.

Building such tools is extremely hard
and requires many resources. Harder still, if at all possible, is
it to build them so that they are subordinate to a single supreme
goal. And even if all this is possible, it is far from clear that
access to these many tools would not enable – perhaps even force –
this now larger system to eventually “reconsider” the goals that it
evolved from.

For instance, if the
larger system has a sufficient number of sub-systems with sub-goals
that entail the preservation of the larger system of tools, and if
the “play excellent chess” goal is not optimal with respect to this
goal of preservation, could one not imagine that, in some
evolutionary competition, these sub-goals could overthrow or
compromise the supreme goal? After all,
humans are largely such a system of competing drives, and it has
been argued (e.g. in Ainslie, 2001) that this competition is what
gives us our unique cognitive strengths (and
weaknesses).






In sum, I think we have
reason to doubt some of the assumptions commonly made about future
AI systems, including the assumption that it is possible to create
a highly capable agent with a pre-programmed, untouchable supreme
goal. (For some related considerations, see 
Vinding, 2018b.)


6. The Unpredictability of
the Future of “Intelligence”











A crucial skill required for complex
goal achieving of any kind is the ability to model and predict the
future. This simple fact reveals a significant way in which any
goal-achieving system is bound to be limited, since predicting the
future in detail is impossible. One reason we know this is that
there simply is not enough information in the present to represent
all the salient details of the future. Any model of, say, the
future of civilization has to be contained in a much shorter time
and space than the unfolding of that civilization, and hence must
leave out much information. Therefore, models of the future of
civilization are bound to contain much uncertainty. And the deeper
in time we try to peer, the greater our uncertainty gets. This
point applies to any agent: no agent can model its own future path
in detail, and therefore must have substantial uncertainty about
its own future actions.

We can also see this conclusion by
keeping in mind what agents do: they continually seek out new
information and update their worldview and plans of action
accordingly. Which means that, in order for an agent to predict its
own future actions, the agent must know its future discoveries and
updates before it makes them, which is obviously
impossible.






 The fact
that future goal-seeking systems will never be able to predict even
their own actions is worth keeping in mind, one reason being that
it removes such systems from the pedestal of near-omniscience that
they are sometimes placed on. It makes clear that there will not be
some point of discontinuity, no “knowledge singularity”, after
which virtually everything will be known. Advanced goal-seeking
systems will always keep on trying to make sense of the world with
significant uncertainty about the future, and in this respect, they
will always resemble us, as we are today.


Conclusion











What I have tried to do in this book,
first and foremost, is to plant a big red flag in the word
“intelligence”. Whenever someone uses this term, the first question
we should ask ourselves and them is what exactly they mean by it.
Do they mean the ability to achieve goals? If so, the many-faceted
basis of this ability must be kept in view. Unfortunately, it
almost never is. Thanks to the simple, deceptive word
“intelligence”, we have managed to confuse the ability to achieve
goals with something akin to “that which the human brain does”. And
that is misguided. We have overlooked the basis and nature of a
broad ability to achieve goals. That basis being, in a nutshell, a
large and distributed set of tools. Not a singular thing found in
the human brain or anywhere else.

More than that, I have argued that we
need to be skeptical of claims about “AI agents”. First of all, we
should be skeptical about stories of unitary agents, as it is not
clear why large parts of our software capabilities should be packed
into unitary agents, and, if they are, why these should be more
powerful than the rest of our society of software
combined.

Second, we should be
skeptical about claims of the sort that “a superintelligence could
just do this or that”. What exactly could do what, and how? Third,
we need to reexamine the core assumptions about what the nature of
such agents will be, and what they can and cannot do. For instance,
they are supposed to be able to easily understand everything that
humans talk about, including the peculiar human perspective
altogether, without having anything like human minds or feelings.
Yet given that so much of what we humans talk about is our
experiences – how we feel
– this idea should be met with skepticism. I find
many questionable assumptions like this in discussions about
“superintelligent AI”.

Let me also make clear
what I have not tried to do in this book. I have not tried to argue that
everything will be just fine, and that we should not worry about
advanced technology. To say that progress
will be gradual and distributed is not to say that it cannot be
catastrophic. Indeed, my argument can be
considered a mostly pessimistic one, as I have argued that there is
no way to safely “control” what will happen in the future once and
for all.

Far from saying that we
have no reason to worry, my point is that we need to worry about
the right things. In particular, it seems
wise to have an open mind about what kinds of risks we should be
most worried about in relation to future technologies. We should be
careful not to constrain our thinking about the future to a few
highly specific scenarios that all rest on long chains of
contingent assumptions, especially when those assumptions go
against most of what we know about the nature of the ability to
achieve goals.
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Appendix — Chimps, Humans,
and AI: A Deceptive Analogy

The following essay was
first published in June 2020 at 
https://magnusvinding.com/2020/06/04/a-deceptive-analogy/






The prospect of smarter-than-human
artificial intelligence (AI) is often presented and thought of in
terms of a simple analogy: AI will stand in relation to us the way
we stand in relation to chimps. In other words, AI will be
qualitatively more competent and powerful than us, and its actions
will be as inscrutable to humans as current human endeavors (e.g.
science and politics) are to chimps.

My aim in this essay is to show that
this is in many ways a false analogy. The difference in
understanding and technological competence found between modern
humans and chimps is, in an important sense, a zero-to-one
difference that cannot be repeated.






How are humans different
from chimps?

A common answer to this question is
that humans are smarter. Specifically, at the level of our
individual cognitive abilities, humans, with our roughly three
times larger brains, are just far more capable.

This claim no doubt
contains a large grain of truth, as humans surely do beat chimps in
a wide range of cognitive tasks. Yet it is also false in some
respects. For example, chimps have superior working memory compared
to humans, and apparently also beat humans in certain video games,
including 
games involving
navigation in complex mazes.

But researchers who study
human uniqueness actually provide some rather different, more
specific answers to this question. If we focus on individual mental
differences in particular, researchers have found that, crudely
speaking, humans are 
different from chimps in three principal ways:
1) we can learn language, 2) we have a strong orientation toward
social learning, and 3) we are highly cooperative (among our
ingroup, compared to chimps).

These differences have in turn
resulted in two qualitative differences in the abilities of humans
and chimps in today’s world.






I. Symbolic
language

The first is that we humans have
acquired an ability to think and communicate in terms of symbolic
language that represents elaborate concepts. We can learn about the
deep history of life and the universe, as well as the likely future
of the universe, including the fundamental limits to future space
travel and future computations. Any educated human can learn a good
deal about these things whereas no chimp can.

Note how this is truly a
zero-to-one difference: no symbolic language versus an elaborate
symbolic language through which knowledge can be represented and
continually developed (see chapter 1 in Deacon, 1997). It is the difference
between having no science of physics versus having an elaborate
such science with which we can predict future events and put hard
limits on future possibilities.

This zero-to-one difference cannot
really be repeated. Given that we already have physical models that
predict, say, the future motion of planets and the solar system to
a fairly high degree of accuracy, the best one can do in this
respect is to (slightly) improve the accuracy of these predictions.
Such further improvements cannot be compared to going from zero
physics to current physics.

The same point applies to our
scientific understanding more generally: we currently have theories
that work decently well at explaining most of the phenomena around
us. And though one can significantly improve the accuracy and
sophistication of many of these theories, any such further
improvement would be much less significant than the qualitative
leap from absolutely no conceptual models to the entire collection
of models and theories we currently have.

For example, going from no
understanding of evolution by natural selection to the elaborate
understanding of biology we have today cannot be matched, in terms
of qualitative and revolutionary leaps, by further refinements in
biology. We have already mapped out the core basics of biology (in
fact a great deal more than that), and this can only be done
once.

This is not an original
point. Robin Hanson has made essentially the same point in response to the
notion that future machines will be “as incomprehensible to us as
we are to goldfish”:






This seems to me to ignore
our rich multi-dimensional understanding of intelligence elaborated
in our sciences of mind (computer science, AI, cognitive science,
neuroscience, animal behavior, etc.).

… the ability of
one mind to understand the general nature of another mind would
seem mainly to depend on whether that first mind can understand
abstractly at all, and on the depth and richness of its knowledge
about minds in general. Goldfish do not understand us mainly
because they seem incapable ofanyabstract comprehension. …


It seems to me that human
cognition is general enough, and our sciences of mind mature
enough, that we can understand much about quite a diverse zoo of
possible minds, many of them much more capable than ourselves on
many dimensions.






Ramez Naam has

argued similarly in
relation to the idea that there will be some future time or
intelligence that we are fundamentally unable to understand. He
argues that our understanding of the future is growing rather than
shrinking as time progresses, and that AI and other future
technologies will not be beyond comprehension:






All of those [future
technologies] are still governed by the laws of physics. We can
describe and model them through the tools of economics, game
theory, evolutionary theory, and information theory. It may be that
at some point humans or our descendants will have transformed the
entire solar system into a living information processing entity — a
Matrioshka Brain. We may have even done the same with the other
hundred billion stars in our galaxy, or perhaps even spread to
other galaxies.

Surely that is a scale beyond
our ability to understand? Not particularly. I can use math to
describe to you the limits on such an object, how much computing it
would be able to do for the lifetime of the star it surrounded. I
can describe the limit on the computing done by networks of
multiple Matrioshka Brains by coming back to physics, and pointing
out that there is a guaranteed latency in communication between
stars, determined by the speed of light. I can turn to game theory
and evolutionary theory to tell you that there will most likely be
competition between different information patterns within such a
computing entity, as its resources (however vast) are finite, and I
can describe to you some of the dynamics of that competition and
the existence of evolution, co-evolution, parasites, symbiotes, and
other patterns we know exist.






Chimps cannot understand human
politics and science to a similar extent. Thus, the truth is that
there is a strong disanalogy between the understanding chimps have
of humans versus the understanding that we humans — thanks to our
conceptual tools — can have of any possible future intelligence (in
physical and computational terms, say).

Note that the qualitative leap
reviewed above was not one that happened shortly after human
ancestors diverged from chimp ancestors. Instead, it was a much
more recent leap that has been unfolding gradually since the first
humans appeared, and which has continued to accelerate in recent
centuries, as we have developed ever more advanced science and
mathematics. In other words, this qualitative step has been a
product of cultural evolution just as much as biological evolution.
Early humans presumably had a roughly similar potential to learn
modern language, science, mathematics, etc. But such conceptual
tools could not be acquired in the absence of a surrounding culture
able to teach these innovations.

Ramez Naam has made a
similar 
point:






If there was ever
a singularity in human history, it occurred when humans evolved
complex symbolic reasoning, which enabled language and eventually
mathematics and science.Homo
sapiensbefore this point would have been
totally incapable of understanding our lives today. We have a far
greater ability to understand what might happen at some point 10
million years in the future than they would to understand what
would happen a few tens of thousands of years in the
future.




II. Cumulative
Technological Innovation

The second zero-to-one
difference between humans and chimps is that we humans build
things. Not just that we build things, but that we refine our
technology over time. After all, many non-human animals
use tools in the form of sticks
and stones, and some even shape primitive tools of their own. But
only humans improve and build upon the technological inventions of
their ancestors.

Consequently, humans are unique in
expanding their abilities by systematically exploiting their
environment, molding the things around them into ever more useful
self-extensions. We have turned wildlands into crop fields; we have
created technologies that can harvest energy — from oil, gas, wind,
and sun — and we have built external memories far more reliable
than our own, such as books and hard disks.

This is another
qualitative leap that cannot be repeated: the step from having
absolutely no cumulative technology to exploiting and optimizing
our external environment toward our own ends. The step from having
no external memory to having the current repository of stored human
knowledge at our fingertips, and from harvesting absolutely no
energy (other than through individual digestion) to collectively
harvesting and 
using hundreds of quintillions of
Joules every year.

To be sure, it is possible
to improve on and expand these innovations. We can harvest
greater amounts of
energy, for example, and create even larger external memories. Yet these
are merely quantitative differences, and humanity indeed
continually makes such improvements each year. They are not
zero-to-one differences that only a new species could bring about.
And what is more, we know that the potential for making further
technological improvements is, at least in many respects, quite
limited.

Take energy efficiency as
an example. Many of our machines and energy harvesting technologies
have 
already reached a significant fraction
of the maximally possible efficiency. For example, electric motors
and pumps tend to have around 90 percent energy efficiency, and the
best solar panels have an efficiency greater than 40 percent. So as
a matter of hard physical limits, many of our technologies cannot
be made orders of magnitude more efficient; in fact, a large number
of them can at most be marginally improved.

In sum, we are unique in being the
first species that systematically sculpted our surrounding
environment and turned it into ever-improving tools, many of which
have near-maximal efficiency. This step cannot be repeated, only
expanded further.



Just like the qualitative leap in our symbolic reasoning skills,
the qualitative leap in our ability to create technology and shape
our environment emerged, not
between chimps and early humans, but between
early humans and today’s humans, as the result of a cultural
process occurring over thousands of years. In fact, the two leaps
have been closely related: our ability to reason and communicate
symbolically has enabled us to create cumulative technological
innovation. Conversely, our technologies have allowed us to refine
our knowledge and conceptual tools, by enabling us to explore and
experiment, which in turn made us able to build even better
technologies with which we could advance our knowledge even
further, and so on.

This, in a nutshell, is
the story of the growth of human knowledge and technology, a story
of recursive self-improvement (see Simler,
2019, “On scientific networks”). It is not
really a story about the individual human brain per se. After all, the human brain
does not accomplish much in isolation (nor is it the brain with the
largest number of neurons; several species have 
more neurons in the
forebrain). It is more a story about what happened
between and around brains: in the exchange of information in networks of brains and in the
external creations designed by them. A story made possible by the
fact that the human brain is
unique in being by far the most cultural brain of
all, with its singular capacity to learn from and cooperate with
others.






The Range of Human
Abilities Is Surprisingly Wide

Another way in which an
analogy to chimps 
is 
frequently 
drawn is by
imagining an intelligence scale along which different species are
ranked, such that, for example, we have “rats at
30, chimps at 60, the village idiot at 90, the average human at 98,
and Einstein at 100”, and where future AI may in turn be ranked
many hundreds of points higher than Einstein. According to this
picture, it is not just that humans will stand in relation to AI
the way chimps stand in relation to humans, but that AI will
be far superior
still. The human-chimp analogy is, on this view, a severe
understatement of the difference between humans and future
AI.

Such an intelligence scale
may seem intuitively compelling, but how does it correspond to
reality? One way to probe this question is to examine the range of
human abilities in chess. The standard way to rank chess skills is
with the Elo rating system, which is a
good predictor of the outcomes of chess games between different
players, whether human, digital, or otherwise.

An early human beginner
will have a rating around 300, a novice around 800, and a rating in
the range 2000-2199 is ranked as “Expert”. The 
highest rating ever
achieved is 2882 by Magnus Carlsen.

How large is this range of
chess skills in an absolute sense? Remarkably large, it turns out.
For example, it took more than 
four decades from when computers were
first able to beat a human chess novice (the 1950s), until a
computer was able to beat the best human player (1997, officially).
In other words, the span from novice to Kasparov corresponded to
more than four decades of progress in hardware — i.e. a million
times more computing power — and software. This alone suggests that
the human range of chess skills is rather wide.

Yet the range seems even
broader when we consider the upper bounds of chess performance.
After all, the fact that it took computers decades to go from human
novice to world champion does not mean that the best human is not
still ridiculously far from the best a computer could be in theory.
Surprisingly, however, this latter distance does in fact seem quite
small. Estimates suggest that the best possible chess machine would
have an Elo rating around 
3600, which means
that the relative distance between the best possible computer and
the best human is only around 700 Elo points (the Elo rating is
essentially a measure of relative distance; 700 Elo
points corresponds to a winning percentage of around 1.5 percent
for the losing player).

This implies that the
distance between the best human (Carlsen) and a chess “Expert”
(someone belonging to the top 5 percent
of chess players) is similar to the distance between the best human
and the best possible chess brain, while the distance between a
human beginner and the best human is far greater (2500 Elo points). This
stands in stark contrast to the intelligence scale outlined above,
which would predict the complete opposite: the distance from a
human novice to the best human should be comparatively small
whereas the distance from the best human to the optimal brain
should be the larger one by far.



It may be objected that chess is a bad example, and that it does
not really reflect what is meant by the intelligence scale above.
But the question is then what would be a better measure. After all,
a similar story seems to apply to other games, such as shogi and
go: the human range of abilities is surprisingly wide and the best
players are significantly closer to optimal than they are to novice
players.

In fact, one can argue that the
objection should go in the opposite direction, as human brains are
not built for chess, and hence we should expect even the best
humans to be far from optimal at it. We should expect to be much
closer to “optimal” at solving problems that are more important for
our survival, such as social cognition and natural language
processing — skills that most people are wired to master at
super-Carlsen levels.

Regardless, the truth is
that humans are mastering ever more “games”, literal as well as figurative
ones, at optimal or near-optimal levels. Not 
because evolution
“just so happened to stumble upon the most efficient way to
assemble matter into an intelligent system”, but rather

because it created a species able to
make cultural and technological progress toward ever greater levels
of competence.






The Cultural Basis of the
Human Capability Expansion

The intelligence scale outlined above
misses two key points. First, human abilities are not a constant.
Whether we speak of individual abilities (e.g. the abilities of
elite chess players) or humanity’s collective abilities (e.g.
building laptops and sending people to the moon), it is clear that
our abilities have increased dramatically as our culture and
technology have expanded.

Second, because human
abilities are not a constant, the range of human abilities
is far wider, in
an absolute sense, than the intelligence scale outlined above
suggests, as it has grown and still continues to grow over
time.

Chess is a good example of this.
Untrained humans and chimps have the same (non-)skill level at
chess. Yet thanks to culture, some people can learn to master the
game. A wealthy society can allow people to specialize in chess,
and makes it possible for knowledge to accumulate in books and
experts. Eventually, it enables learning from super-human chess
engines, whose innovations we can adopt just as we do those of
other humans.

And yet we humans expand our abilities
to a much greater extent than the example of increased human chess
abilities suggests, as we not only expand our abilities by
stimulating our brains with progressively better forms of practice
and information, but also by extending ourselves directly with
technology. For example, we can all use a chess engine to find
great chess moves for us. Our latest technologies enable us to
accomplish ever-more tasks that no human could ever accomplish
unaided.

Worth noting in this
regard is that this self-extension process seems to have 
slowed 
down in recent decades, likely because we have reaped most low-hanging
fruits already, and in some respects because it is impossible to
improve things much further (we already mentioned energy efficiency
as an example where we are getting close to the upper limits in
many respects).

This suggests that not
only is there not a qualitative leap similar to that between chimps
and modern humans ahead of us, but that even a quantitative growth
explosion, with relative growth rates significantly higher than
what we have seen in the past, should not be our default
expectation either (for some support for this claim, see “Peak
growth might lie in the past” in Vinding,
2017b).






Why This Is
Relevant

The errors of the human-chimp analogy
are worth highlighting for a few reasons. First, the analogy can
lead us to overestimate how much everything will change with AI. It
leads us to expect qualitative leaps of sorts that cannot be
repeated.

Second, the human-chimp
analogy makes us underestimate how much we currently know and are
able to understand. To think that intelligent systems of the future
will be as incomprehensible to us today as human affairs are to
chimps is to underestimate how extensive and universal our current
knowledge of the world in fact is — not just when it comes to
physical and computational limits, but also in relation to general
economic and game-theoretic principles. We know a good deal about
economic 
growth, for example,
and this knowledge has a lot to say about how we should expect
future intelligent systems to grow. In particular, it suggests that
local 
AI-FOOM growth
is 
unlikely.

The analogy can thus have
an insidious influence by making us feel like current data and
trends cannot be trusted much, because look how different humans
are from chimps, and look how puny the human brain is compared to
ultimate limits. I think this is exactly the wrong way to think
about the future. We should
base our expectations on a deep study of past
trends, including the actual evolution of human competences — not
simple analogies.

Relatedly, the human-chimp analogy is
also relevant in that it can lead us to grossly overestimate the
probability of an AI-FOOM scenario. That is, if we get the story
about the evolution of human competences so wrong that we think the
differences we observe today between chimps and modern humans
reduce mostly to a story about changes in individual brains, then
we are likely to have similarly inaccurate expectations about what
comparable innovations in some individual machine are able to
effect on their own.

If the human-chimp analogy
leads us to (marginally) overestimate the probability of a FOOM
scenario, it may nudge us toward focusing too much on some single,
concentrated future thing that we expect to be
all-important: the AI that suddenly becomes qualitatively more competent than
humans. In effect, the human-chimp analogy can lead us to neglect
broader factors, such as cultural and institutional
developments.

Note that the above is by no means a
case for complacency about risks from AI. It is important that we
get a clear picture of such risks, and that we allocate our
resources accordingly. But this requires us to rely on accurate
models of the world. If we overemphasize one set of risks, we are
by necessity underemphasizing others.
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